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Abstract

Current approaches to modelling plans and processes in AI are limited by current understanding of “goals” and
“intentions”. We discuss this question in a medical context, viewing goals as clinical objectives and plans and
processes as collections of tasks to achieve those objectives. The specific context for this discussion is the CREDO
project, which aims to develop a comprehensive approach to supporting complex treatment plans and care pathways
and provides an opportunity to carry out an extensive investigation of the key problem of formalising goals in
medical informatics and AI generally. A review of 222 clinical services required in the management of breast cancer
has yielded a systematic classification of tasks involved in breast cancer care and a similar classification of the
clinical goals associated with these tasks. A six-component model of goal structure is proposed based on these
ontological analyses. Although the model has been derived from a corpus of examples from medicine many of the
issues encountered, and the solution proposed, appear to be relevant to other domains.
� 2005 Elsevier Ltd. All rights reserved.
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1. Introduction

The medical informatics community is developing a variety of methods for supporting clinical pro-
cesses, varying from simple reminders and messaging systems, to decision support, treatment planning
and clinical workflow services. Peleg et al. [1] have noted the emergence of a new paradigm for mod-
elling complex clinical processes as “networks of tasks” [2] in which tasks are modelled as steps in a care
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process that have a specific function or goal in that process. Task networks offer greater capabilities for
modelling clinical guidelines than earlier techniques based on rules (e.g. Arden Syntax), including the
ability to model complex decisions and workflows, time-oriented schedules and care plans.

Peleg et al. [2] review six prominent task-network approaches to modelling clinical guidelines: Asbru
[3]; EON [4,5]; GLIF [6,1]; GUIDE [7]; PRODIGY [8,9] and PROforma [10–12].1 Peleg et al’s review
focuses on eight dimensions that are relevant to the task of representing clinical “guidelines”. Four are
concerned with representation and interpretation of data:

• Patient information modelling.
• Representation of medical concepts.
• Data abstraction and interpretation.
• Expression language for reasoning about data.

Four are concerned with modelling the structure of a process:

• Representation of actions.
• Organisation of plans.
• Models of decision-making.
• Representation of goals and intentions.

Peleg et al. identified a set of common features that could be the basis of a practical standard in this area,
including common tasks like actions, plans and decisions, and control features like sequential and parallel
task enactment, and task cycling. This is quite a powerful model for capturing the procedural aspects of
clinical processes, but it leaves an important area where the capabilities of all systems remain weak. This
is in the representation and management of the goals that underpin clinical tasks.

Unfortunately the term “guideline” has become a rather blunt instrument for discussion in this area as
it is being used for many different types of clinical service, including paper guidelines, rule-based alerts,
decision trees and so forth. The National Programme for IT of the UK National Health Service has defined
guidelines as “systematically developed statements designed to assist practitioner and patient on decisions
about appropriate health care for specific clinical circumstances” and offers additional definitions which
will be the focus of the present paper [13].

Clinical protocols are agreed statements about a specific issue, with explicit steps based on clinical
guidelines and/or organisational consensus. A protocol is not specific to a named patient.

Care pathways map out a pre-defined set of activities for a single health issue or problem and records
the care delivered in such a way that variance between proposed and actual care can be audited.

Care plans are plans of future activities, specific to a patient’s problem(s), treatment and goals, which
is signed and time-stamped.

The subject of this discussion is how clinical protocols, care pathways and plans, as defined here,
should be modelled in order to permit such processes to be managed by software.

Tu and Musen [4] have identified five general capabilities that need to be addressed in implementing
such complex services: interpreting data; making decisions; sequencing actions; refining actions (i.e.
breaking tasks up into sub-components) and setting goals (e.g. specific patient states to be achieved).

1 Overviews and demonstrations of these and other leading approaches, with associated publications and links, can be found
at www.openclinical.org.
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Goal setting is identified by Tu and Musen [4] as a significant requirement for clinical support systems,
but there has been relatively little work in the area. This paper considers the question of why we need to
formalise goals and how we should go about it.

The structure of the paper is as follows. We first review the need for goal formalisation and some work
on the topic to date. We then introduce the CREDO project, which is aimed at developing and trialling
software to support a complex care pathway in breast cancer. The CREDO project provides a valuable
corpus of examples of clinical services with which we can explore ontological ideas about goals and
tasks, and this exploration results in systematic classifications of clinical tasks and goals, for the cancer
domain. Finally, the insights gained from the reviews and classifications are brought together in a general
proposal for structuring and formalising goals.

2. The need to formalise goals

An important challenge for understanding clinical processes is the representation of the task structures
that make up clinical plans, protocols, pathways etc and to rigorously formalise the goals and intentions
that lie behind them. If we can formalise the concepts in such a way that a process management engine
can explicitly reason about clinical objectives there are a number of potential benefits.

A clinical task is generally carried out for a reason, to bring about or prevent some desired or undesired
situation, for example. If a process of care fails to achieve the desired outcome then the clinical goal has
not been achieved. Indeed in some cases patient safety may be compromised. Consequently, when we
design and enact clinical processes we should allow for the possibility of situation-specific changes to
the care plan. Clinicians will expect to be able to do this and if we are to accommodate this expectation
we need to make the rationale for each task explicit so that attending clinicians can appreciate the
original intentions of the process designer and only make changes where it is appropriate and safe
to do so.

Furthermore, future care management systems may be expected to propose changes to care plans
autonomously, to recover from adverse events for example or accommodate unexpected circumstances
which may make the standard routine impractical (e.g. due to treatment failures, complex co-morbidities
and treatment clashes). These need to be managed flexibly with explicit reference to the patient context
and overall objectives that are guiding care. To do this the system will need to understand what would
correspond to an appropriate change to the plan, for which it must understand the intentions behind the
plan [14–16].

One might consider adopting business process modelling and workflow enactment techniques for
managing clinical processes. The techniques and standards currently being proposed in this area do
not make the idea of a goal or intention explicit, however, and we believe that this has a number of
consequences that would make such systems inappropriate for clinical use in their current form. Although
challenges arise in business settings which are analogous to adverse events, such as lack of staff, equipment
faults and overloaded services, these are typically viewed as “exceptions” or “breakdowns” requiring
human intervention. In a clinical setting, however, adverse events are frequent, and known to be the
source of much human error, which implies the need for support software to be capable of autonomous
intervention and remediation.

Published medical guidelines often fail to make the goals underlying recommendations explicit: it
is simply assumed that the reasons for recommendations will be obvious to the trained audience at
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whom they are aimed. Moreover, authors of guidelines frequently assume that the trained professional
will know when a guideline’s recommendations are inappropriate, by realising that in some specific
clinical circumstances the consequences of a recommended intervention may in fact be inconsistent with
the well-intentioned purposes of the author (who, the rationale goes, could not possibly foresee all the
contingencies that might arise in every clinical setting where the guideline is used). In contrast, Shahar
et al. [3] argue that a guideline should “explicitly capture the design rationale (process and outcome
intentions) of the author, while leaving flexibility at application time to the attending physicians and their
own preferred methods”. (Shahar and his colleagues typically use the term “intention” rather than goal,
but for present purposes the terms are taken to be synonymous).

An explicit representation of goals may also be needed for critiquing a clinician’s decisions or actions
(e.g. showing an action to be inconsistent with one or more clinical intentions: [17] and form an important
focus for the quality assessment of clinical practice [18]).

3. Approaches to modelling clinical goals and intentions

Shahar identifies three main dimensions to be considered when trying to capture a clinical intention:

• Whether the intention is to achieve, maintain or avoid some situation.
• Whether the intention refers to a clinical state or action.
• Whether the intention holds during enactment of the clinical process (intermediate) or after it has been

completed (overall).

Hashmi et al. [19] have proposed an extended model in which goals are modelled in terms of 5 dimensions:

• The initial state or context in which the goal applies.
• The target, which can refer to states of anatomical structures, diseases or disorders, or physiological

functions.
• The intention, a verb that specifies whether the target function is to be achieved, avoided, etc.
• Timing constraints.
• The priority of the goal, which can be used this to select and rank from among competing goals.

Unfortunately while these efforts to clarify what needs to be expressed in a goal represent an important
contribution to discussion we do not yet have enough information to begin to provide a clear semantics
for the concept.

Research in robotics and AI have, however, made some progress in this area. AI starts with the premise
that to build intelligent systems like planners and robots which must cope with complex and unpredictable
environments, it is necessary to separate the behavioural aspects of intelligence (what the robot should
do in the world) from the cognitive aspects (what the robot should believe and how it should decide to act
with respect to its beliefs and goals). Research in the seventies put goal-directed behaviour at the centre
of intelligent behaviour and many ad hoc schemes were implemented. Wellman and Doyle [20] argued
for a more principled approach, proposing as an alternative the decision-theoretic concept of “utility”,
which views goals simply as states which have positive utility for an agent and goal-oriented decision
making as the selection of actions that maximise expected utility. While accepting the criticism of ad
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hoc methods, it is questionable whether a single number can capture the semantics of goals like “ensure
that blood sugar has been within safe limits for several hours before initiating therapy” and there is great
interest in developing a richer axiomatisation of goal semantics.

Winikoff et al. [21] stress the distinction between procedural and declarative aspects of goals and the
need to decouple the successful completion of a plan from the successful achievement of the goal that
the plan was designed to achieve. They suggest that there is a set of declarative properties that the goals
of a rational agent must have. Goals must be

• Known (goals must be explicit if an agent is to reason about them).
• Consistent (an agent should not adopt goals that conflict).
• Persistent (goals exist so long as their success conditions are not satisfied).
• Unachieved (a goal is dropped precisely when its success conditions are true).
• Possible (a goal is dropped with failure when it becomes impossible to achieve).

The questions for theorists are: what intuitive properties do goals have, and what normative constraints
should be placed on them, and the behaviour they control? These are unsettled questions throughout AI,
and it is unclear whether a complete or practical scheme can be developed purely on the basis of formal
analysis and mathematical intuition. We believe that there is much to be learned from addressing these
contexts in a medical context where being clear about goals and objectives is so critical, indeed safety
critical. The next section looks at this in the context of our own work on modelling clinical decision-
making and therapy planning, and the PROforma language that has been developed with these purposes
in mind.

4. Task enactment and goal management in clinical processes

The PROforma process modelling language was developed as a general formalism for representing
decisions, workflows, communication and other clinical services. The language has been stable since its
first definition in 1996; a formal definition of the syntax and operational semantics of the stable subset has
recently been published [12]. PROforma is based on R2L [22] a temporal logic programming language
that has been extended to represent decisions and plans, and subsequently developed into an object-
oriented language in which tasks are objects that can have a number of general attributes, like triggering
conditions, preconditions and post-conditions, and goals. Fox and Das [11] define four subclasses on
tasks (decisions, plans, actions and enquiries) thereby creating an upper ontology in which task classes
inherit the attributes of the generic task while having their own distinctive attributes, which can be
inherited by more specialised classes which are defined for progressively more specific applications
(Fig. 1).2

Fox and Das [11] and Fox et al. [23] provide more detailed discussions of the ontological organisation
of the PROforma task model.

2 The term “task” is widely in AI thought without standard definition. Often tasks are taken to be constituents of plans,
though here we view a task as the most general concept that includes plans as a subclass of task. This extends the usual usage
of these terms but since plans can be constituents of other plans it remains consistent with it.
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PlanEnquiryAction Decision

Generic task

PlanEnquiryAction Decision

Generic task

Fig. 1. General task ontology adopted in the PROforma language.

Neither R2L nor PROforma yet provide a complete formal treatment of goals and this is not considered
in the standard published by Sutton and Fox [12]. Two authoring environments are currently available
for building PROforma applications: Arezzo�3 (a commercial system) and Tallis (an experimental
development environment which is available for research use). These tools are being used to explore
different aspects of goal semantics experimentally.

Arezzo has a uniform goal-processing scheme in that all PROforma tasks have a specific attribute for
specifying the goal of the task. This scheme is a generalisation of a context schema for clinical decision-
making [24,25]. In this schema Context = (Task, Focus) the Task represents the goal of a particular
decision (diagnose, treat, investigate, …) and the focus is the clinical problem of the decision (e.g. joint
pain, inflammation, …). In Arezzo the goal of a task is modelled in an analogous fashion, using the syntax
Goal=Verb : Object (e.g. “treatment_goal =manage : hypertension). The Arezzo engine manages these
goals according to a continuous control cycle in which a task that is in progress will be automatically
terminated if its goal state becomes true (or omitted if the goal state is already true when the task is
considered for enactment).

Winikoff et al’s [21] distinction between declarative and procedural semantics of goals, and their
proposal to decouple goal failure from plan failure, are to some extent addressed in the Arezzo engine.
The known, persistent and unachieved properties of goals are captured directly (declaratively) through the
goal attribute of all PROforma tasks and the Arezzo engine implements goal persistence in a manner that
fits with Winikoff et al’s scheme. However, the other goal related properties, possible and consistent, can
only be implemented implicitly (procedurally). For example a PROforma task can respond to significant
clinical situations or events by means of its trigger conditions and preconditions, and from then on the
goal state determines the persistence of the task. In addition, termination and abort conditions can be
used to bring active plans to an end in response to situation changes (e.g. a goal is no longer achievable
or relevant). While these are useful behaviours, programming goal-oriented behaviour in this way is ad
hoc and does not deal with the key problem of how a PROforma process should recover from failure. The
syntax is also too limited to describe the range of clinical goals we expect to have to manage in substantial
clinical processes.

The Tallis toolset is being developed to support a complete lifecycle of design, implementation,
deployment and maintenance of PROforma applications, (a selection of examples can be found at

3 Available from InferMed3 (www.infermed.com).
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www.openclinical.org/kpc/). Goal slots in Tallis tasks are currently limited to text descriptions, but since
the toolset is designed for assembling PROforma applications from standard components, Tallis is an
attractive platform for exploring the recovery and repair aspects of goal processing and plans. Currently,
Tallis only supports manual assembly of plans from components held in a component store but the aim
is to implement an automated method for run-time repairs should plans fail to achieve the intended clin-
ical objective. The remainder of the paper attempts to define the properties that PROforma goals will
need to satisfy if we are to implement such a capability drawing on experience gained in developing a
multidisciplinary care pathway for breast cancer.

5. Modelling tasks and goals in cancer care

The CREDO project (www.acl.icnet.uk/credo.html) is working towards a multi-centre trial of decision
support and workflow technologies in cancer care. The aim is to determine whether such technologies can
significantly improve the effectiveness of complex, multidisciplinary care pathways and their implemen-
tation in patient specific care plans (as defined by Benson and Page, [13]). CREDO is intended to evaluate
the use of decision support and workflow services at many points in the “patient journey”, from the ini-
tial encounter where cancer may be first suspected (including the family physician; screening service)
and work-up, where diagnosis and disease staging are established and treatment is planned, followed by
delivery of treatment, and long term follow-up. These processes are carried out over months or years,
and involve many professionals in different disciplines (general practitioners, surgeons, radiologists, on-
cologists, pathologists, etc.) in different places at different times. Consequently, there are many different
services to be considered, and important challenges regarding effective communication and coordination
of the many different tasks to be carried out.

An early objective of the project has been to define its scope and develop service requirements with
our clinical colleagues as well as building prototypes to facilitate these activities. Fig. 2 shows the “core
service model” we have developed for the project. The model is based on detailed reviews of national
guidelines carried out by two experienced breast surgeons from Guy’s Hospital London, a UK national
centre for breast cancer care, and implementation of the PROforma content under their supervision. Each
rounded rectangle represents a CREDO service that may contain any number of component services.4 A
service is defined as a collection of guidelines, clinical pathways and other machine-interpretable process
definitions that support a particular clinical goal.

The breast cancer domain includes many instances of the requirements identified by Tu and Musen
[5]: interpreting data, making decisions, sequencing actions, refining plans into workflows of actions,
and goal setting. The CREDO system can be thought of as a collection of communicating agents, which
individually and collectively help to support timely, effective and safe patient care. The system is also
intended to provide a range of interfaces to external services that assist patients, clinicians and researchers

4 In the initial CREDO prototyping work PROforma plans have proved to be sufficient for implementing services (care
pathways, protocols etc: hence the reason for using the standard plan icon as used in the task ontology in Fig. 1). However, when
these services are to be implemented by independent agents, particularly if those agents have to be distributed across different
computers and need to communicate in sophisticated ways, we anticipate that this will no longer be adequate.

http://www.openclinical.org/kpc/
http://www.acl.icnet.uk/credo.html
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Fig. 2. Diagram of the CREDO core service model for breast cancer.

in achieving their objectives (represented by the rectangles at the bottom of Fig. 2) but these are not
considered in the present analysis.

6. Example of a Credo service: triple assessment

To get a clearer picture of the kinds of services that CREDO is intended to support, we will briefly
look at one in detail: “Triple Assessment” of a patient with suspected cancer. This typically takes place
at a “one-stop” or “same day” clinic where the aim is to achieve a provisional diagnosis and assessment
of the grade and spread of the cancer if any. Triple assessment includes:

1. Clinical examination.
2. Various forms of imaging: (mammography, ultrasound, MRI, CT).
3. Pathology: fine needle aspiration or Core needle biopsy.

An evaluation of the effect of PROforma decision support in triple assessment with respect to national
guidelines for 4 decisions has yielded very positive results, in terms of greatly reduced deviations from
guidelines and safer decisions. A detailed report is in preparation [26]. From the present point of view this
provides some credibility for the foundations of our process representation and the task analysis below.

https://www.researchgate.net/publication/242402748_A_quantitative_and_qualitative_evaluation_of_the_effect_of_computerised_decision_support_for_the_triple_assessment_of_women_referred_to_specialist_breast_cancer_units?el=1_x_8&enrichId=rgreq-993d9aa15160254bc1c3f2bfa32be84b&enrichSource=Y292ZXJQYWdlOzUxMzY4NDUyO0FTOjk5NzY1NDM4MTI0MDQ1QDE0MDA3OTczNDMwODg=
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CREDO service are organised into three general categories: clinical services, patient services and
communication services. The categories of service required in triple assessment are as follows.

7. Clinical services

• Support for eligibility decisions for investigations and further follow up.
• Support for eligibility decisions for genetic risk assessment.
• Recruitment into clinical trials.
• Support for psychological/psycho-social risk assessment.
• Tracking results and investigations.
• Management of follow up or discharge back to primary care.

8. Patient services

• Provision of relevant information about cancer.
• Providing personalised schedules.
• Identifying support groups through “Patient matching”.

9. Communication services

• Notifying patient’s physician of results, management, discharge plan.
• Notifying patient of results and management plan.
• Requesting further investigations where needed.
• Inviting patients for follow up and investigations.
• Recalling patients for follow-up assessment.
• Communicating findings to multidisciplinary team.
• Referring for specialist assessments (psycho-social, genetic).

In all some 222 specific services have so far been identified for routine patient management in the
breast cancer domain.

In order to understand the requirements for modelling and managing goals in this domain we have
carried out an extensive review and analysis of the whole of the CREDO core service definition. This
was initially carried out in terms of the PROforma task ontology, identifying a particular service with a
particular type (decision, action, etc.) or as a task network (plan). For example, consider the following
triple assessment services:

• Support for eligibility decisions for genetic risk assessment.
• Inviting/recalling patients for follow up and investigations.
• Managing follow up or discharge back to primary care.
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Each of these services can be mapped to a particular type of task in the PROforma task ontology, respec-
tively:

• Decision, of type “eligibility”.
• Enquiries of type “invitation”.
• Plan of type “workflow”, which is a sequence of scheduled actions of type “discharge” and enquiries

of type “follow-up”.

Early versions of the CREDO system are being developed through iterative prototyping, using the Tallis
development system. As a first stage in prototyping we reviewed the 222 services in the core model to
determine whether the PROforma task model is sufficient to implement these services, and to indicate
where the task ontology might be incomplete or inadequate. For each service description, such as “Support
for eligibility decisions for genetic risk assessment” in triple assessment we considered whether the service
could be implemented with a single PROforma task (here a decision), whether it could be implemented
with a collection of tasks as a PROforma plan (e.g. a set of enquiries about personal and family history
followed by the eligibility decision) or whether the service could not be specified within this framework.
Despite the simplicity of the PROforma task ontology we found that the vast majority of services could be
implemented by individual tasks or by composing tasks into workflows represented as plans. The results
of the review are summarised in Fig. 3.

Fig. 3 reveals two important things. First, despite the simplicity of an upper ontology of only four tasks,
the generic tasks supported by PROforma can represent a very substantial part of a routine but complex
medical process (211 of 222 services”). Second, the exercise also revealed that many services naturally
fall into sub-categories, which suggested ways in which the upper ontology in Fig. 2 can be extended
downwards, into task sub-classes such as “eligibility decisions”, “requests for information”, “notification
of results” and “management of care pathways”. This is shown by the inclusion of the sub-classes that
were identified in the ontology in Fig. 3, and numbers to the right of the categories, which indicate how
many examples of this subclass were found. (NB when there is only a small number of leaf nodes of a
class we have collapsed these into the parent class except in a few cases when it seems clear that the task
is clinically frequent even if there is only one example in this corpus.)

Some qualifications are in order, however. First, the specific analysis and definitions of task classes are
open to discussion. For example, a task that was classified as an enquiry (e.g. acquire family history) might
in reality entail a complex workflow represented as a plan, including interviewing the proband, speaking
to relatives, chasing up family records and so forth. In general there are many ways in which a task can
be implemented, even while remaining entirely within the PROforma ontology. The important point, we
think, is that the vast majority of CREDO tasks can be modelled within this ontology, not that any one
model is unique. Second, 5 categories of service (11 instances) were identified that did not fall within the
PROforma task model. These are therapy planning (currently PROforma plans have to be constructed
manually), retrospective audit of patient cases (which depends upon database services which PROforma
itself is not designed to support), training and empowerment services (which extend well beyond the
scope of the project), clinical audit of pathways and protocols with a view to modifying practice in light
of experience, and provision of web site services such as a patient information site. A further 8 services
were considered as potential candidates for proformalisation but a final task model was not agreed.

The PROforma task model therefore appears to provide an adequate upper ontology for classify-
ing clinical services. However, the definition of the intentions that lie behind these services is more
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Fig. 3. Classification of CREDO services using PROforma task ontology.

troublesome because we do not have an established ontology of goal types with which to carry out such
an analysis. In the absence of an ontology we decided to create an a priori classification of goals as a
basis for exploring the natural structure of goals and similarities and differences between goal types. The
first attempt, defined before the CREDO service model had been developed, resulted in the classification
shown in Fig. 4.

Once the CREDO service definition had been agreed we used it to explore the goals underlying the
222 services in the definition, and revised the goal taxonomy in light of this. The revision process was as
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Fig. 4. Goal ontology, version 1.

follows:

1. For each CREDO service we wrote a short English sentence that we felt captured the clinical goals
that the service was intended to bring about. For example “if a patient presents with symptoms of
possible breast cancer then it is obligatory that the patient is referred to a specialist oncologist within
two weeks”.

2. Each goal was assigned to one of the ontological categories in Fig. 4. If the goal did not appear to fit
into any of the leaf classes we introduced a new subclass into the hierarchy.

3. At completion of this step duplicate goals were removed, equivalents merged and, where initial as-
signment appeared mistaken, the goal was assigned to another class.

4. Where goals naturally grouped together within an ontological class we considered introducing a new
subclass (recursively).
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Fig. 5. Ontology of goal classes, version 2.

5. Classes in the a priori ontology that had no entries were deleted.

The resulting revised ontology is shown in Fig. 5. The revised ontology has the merit of being grounded in
observations of a large clinical domain, as against a structure constructed on purely theoretical grounds,
but we would make a number of observations.

1. Goals are interrelated in ways that are not shown in a simple class hierarchy. For example:

a. Goal-subgoal relationships (e.g. in order to achieve successful management of a patient we would
normally need to successfully achieve a correct diagnosis and then successfully carry out treat-
ment).

b. Goal priority relationships (e.g. curing the patient is more important than ensuring the patient is
comfortable).

c. Goal precedence relationships (e.g. a goal to collect data may be needed before a goal to take a
decision can be implemented).
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2. The specific ontological classifications that we have assigned should not be thought of as final or
even unique. It appears that many if not all statements of clinical intentions can be paraphrased into
statements that one might reasonably put in a different class.

At this point, therefore, our classification scheme has primarily heuristic value.

10. Review of the goal ontology

How does the revised ontology compare with the other schemes for characterising clinical intentions
reviewed earlier? The three main distinctions of Shahar’s scheme are broader than the classes in our two
ontologies, but are otherwise fairly compatible. The table below shows the 222 CREDO goals reclassified
according to Shahar’s scheme.

State: 67 Achieve: 24 Intermediate: 47
Action: 155 Maintain: 24 Overall: 175

Avoid: 3

There are some obvious features of this analysis. First there are far more action-oriented goals (e.g.
“Ensure proper discharge back into primary care”) than state-oriented goals (e.g. “Establish eligibility
for psychosocial counseling”) in our corpus. This may be a feature of a cancer domain, where care is
relatively protocol-based compared with other clinical specialties (in fact 90 of the action-oriented goals
we classified were simple “to-do” items like “arrange access to community-based services”) and this may
be less typical of domains in which protocols are not so heavily used. On the other hand it may be that
there is some ambiguity about these assignments. As noted above it is frequently possible to paraphrase
goal statements in multiple ways (e.g. the procedural statement “arrange access to community-based
services” can be paraphrased as “ensure that patient has proper access to community-based services”).
This underlines the point made earlier that ontological assignments may have more heuristic value in
understanding clinical processes than ontological uniqueness, as contrasted with a disease or drug ontology
perhaps.

Second, we expected that among the practical goals we identified many would be concerned with
controlling (achieving, maintaining or avoiding) a specific clinical state. Not only was this not the case
(only 47 goal descriptions make a desired clinical state explicit) but only 3 examples were concerned
with avoiding undesirable situations. Again this may not be typical of all clinical specialties since cancer
treatment has made more use of prescriptive protocols than other specialties to date. Protocols tend to
emphasise routine practice rather than the clinical rationale for the practice, a point that makes clinicians
understandably concerned that protocol-based care may encourage carers to lose sight of the reasons for
their actions thereby leading to inflexible, “algorithmic” behaviour rather than thoughtful application of
clinical judgement. This is underlined by the small number of examples of “avoid” goals despite the
fact that cancer treatment involves routine use of potentially life-threatening surgery, radiotherapy and
cytotoxic drugs. It is quite possible, of course, that our failure to identify such goals has something to
do with our methodology but either way it suggests that we need improved techniques for eliciting and
formalising the medical rationale for clinical tasks.
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Third, there are far more goals classified as applying “overall” than at “intermediate” points. For
example once a patient’s diagnosis or cancer staging has been established it would be the same throughout
the patient’s treatment, though management of care will involve many cycles of treatment where goals to
administer systemic therapy and minimise toxicity will only hold during the cycle. Again, this asymmetry
may be idiosyncratic: the management of hypertension or diabetes, for example, involves many repeating
clinical assessments. Samson Tu has identified many intermediate goals in cancer protocols in the form
of avoiding excessive toxicity (personal communication) which is consistent with the curious absence of
“avoid” goals in our study.

We have also classified our corpus according to Hashmi at al’s scheme (so far as we can, given available
details). The table below gives an analysis of the number of goals in our corpus that refer to each of the
elements of the Hashmi et al. model.

Context: 222 Verb: 222 Target: 48 Temporal: 47 Priority: 0

Based on a study of four guidelines (Management of Asthma; Diagnosis of Asthma; Diagnosis and
Management of Sinusitis; and Treatment of Acute Myocardial Infarction), Hashmi et al. report that they
have developed an ontology consisting of 53 classes of goals (c.f. our 35) with the highest classes be-
ing Assessment, Communication, Management, and Decision goals. Their scheme is, however, broadly
compatible with ours at the upper levels in our classification. An informal goal statement which ap-
pears to fit with this scheme would be “if a patient presents with symptoms of possible breast can-
cer then it is obligatory that the patient is referred to see a specialist oncologist within two weeks”,
where Context=patient presenting with symptoms, Target=breast cancer, Verb=refer, Temporal=
within two weeks and Priority = obligatory.

Every goal in our corpus is associated with a clinical Context, which is consistent with Hashmi et
al’s model. Part of the context is of course determined by the CREDO service the goal is associated
with but the PROforma task implementation of each service would also facilitate inclusion of additional
context detail in terms of triggering events and task preconditions. Our analysis is also consistent with
a requirement for a Verb component of each goal; a verb or verb phrase is to be found in every goal
statement in the CREDO corpus.

Other elements of the Hashmi et al. proposal are more problematic.
First the Target element of the model is described as a “desirable target state that is to be achieved

within temporal constraints”. Their notion of a “target” seems somewhat restrictive. If we limit the idea
to patho-physiological targets then the only examples in the corpus are the same 48 “achieve-maintain”
goals we identified in the comparison with the Shahar model. If we broaden this out (e.g. allowing a target
to be other kinds of systems, such as external clinical services as in “refer to specialist oncologist within
two weeks”) then far more examples can be found in our corpus. On the face of it the Hashmi model is
overly narrow and we need a more general way of expressing the target of a goal.

Furthermore, as in the Shahar comparison only a subset of goal statements include a temporal aspect (47
examples). The observation that goal statements need not necessarily include any temporal elements is not
surprising and so perhaps this can be viewed as an optional element of a goal specification. Furthermore,
there is an obvious suggestion from the CREDO corpus that even if time is sometimes important it is only
one of a number of different constraints that are associated with clinical goals and intentions. In cancer
care, for example, we wish to give the best treatment while maximising patient safety and minimising
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discomfort and side-effects. We also want to avoid inconveniencing patients (and staff) and, in the modern
world, keep costs down. The target of any clinical task could include any number of constraint types, so
a formal model of clinical goals needs to be able to accommodate this idea.

A last notable feature of our corpus is that we found no examples of Priority statements, concerning
which goals should take priority over others or in what circumstances. This seems surprising. It may be
that such information is common sense to clinicians and not worth mentioning, or perhaps in a field like
breast cancer most tasks and goals are regarded as mandatory within a protocol so there are no major
priority distinctions. We believe that Hashmi et al. are right to include a priority feature in their model, but
as with other aspects of goals, priorities are probably optional and in clinical guidelines are frequently left
to the attending physicians rather than defining them as part of a protocol or pathway. From the point of
view of a potentially automated system, of course, we need to make provision for the concept of priority
in some fashion, since decision support, treatment planning and other systems may well need to take
priorities into account if they are to operate autonomously to any degree.

11. A consensus model of clinical goals?

Formalisation of the nature of “a goal” is a key scientific and technical objective if we are to understand
how human and machine behaviour can be purposeful yet flexible and adaptive in the face of varied and
unpredictable challenges in carrying out their functions. In light of previous work reviewed here, and
the insights gained from analyses of medical expertise and practice, we may now be in a position to
achieve this. In effect we are making a proposal for the attributes of the most generic or “root” goal in the
ontology. The values of these attributes will determine the differences between goals and goal classes in
the ontology.

We introduce our proposal with the example introduced earlier regarding the appropriate action to take
when a patient presents with symptoms of possible cancer. This is expressed in the form of current UK
policy: “It is a requirement of the National Health Service that patients presenting with symptoms of
possible cancer should be referred to see an oncologist within two weeks of presentation.” This example
can be located at the ontological level marked <<< in Fig. 5, and can be parsed into six distinct segments:

〈Situation description〉 If patient presents with symptoms of possible cancer
〈Verb phrase〉 refer patient
〈Noun phrase〉 an oncologist
〈Restrictions〉 within two weeks
〈Policy definition〉 obligatory
〈Rationale〉 “ Requirement of NHS cancer referral policy”

The argument for this parsing is as follows.
The use of 〈verb phrase〉〈noun phrase〉 for the goal description reflects common consensus. Shahar [3]

simplifies this to a pair of a verb (achieve, maintain and avoid) and an object (state or action). Hashmi
[19] speaks of a verb and a target. Fox et al. [24] and Huang et al. [25] both model decision-making
goals as a [Task, Focus] pair as in “diagnose weight loss”; “treat joint pain” or “prescribe analgesics”.
This was also the basis of the goal structure supported in the Arezzo� software discussed earlier. The
language grammar style is used because it is assumed in this literature that safety goals will be described
in natural language. Although our wish is to formalise goal expressions we retain this style because of the

https://www.researchgate.net/publication/13506176_The_Asgaard_project_A_task-specific_framework_for_the_application_and_critiquing_of_time-oriented_clinical_guidelines?el=1_x_8&enrichId=rgreq-993d9aa15160254bc1c3f2bfa32be84b&enrichSource=Y292ZXJQYWdlOzUxMzY4NDUyO0FTOjk5NzY1NDM4MTI0MDQ1QDE0MDA3OTczNDMwODg=
https://www.researchgate.net/publication/15195385_Symbolic_decision_support_in_medical_care?el=1_x_8&enrichId=rgreq-993d9aa15160254bc1c3f2bfa32be84b&enrichSource=Y292ZXJQYWdlOzUxMzY4NDUyO0FTOjk5NzY1NDM4MTI0MDQ1QDE0MDA3OTczNDMwODg=


J. Fox et al. / Computers in Biology and Medicine 36 (2006) 837–856 853

greater naturalness and expressivity that is implied by the idea of a language and grammar for specifying
goal expressions, as compared with the more rigid functional and logical formats typical of programming
languages (e.g. Huang et al’s [Task, Focus] format).

While goals are primarily described in terms of 〈verb phrase〉〈noun phrase〉 constructions it is evident
that the interpretations of such descriptions may be constrained in various ways, hence the 〈Restrictions〉
element. Shahar and Hashmi et al. emphasise the importance of temporal constraints, but as noted above
there are any number of possible constraints that could limit the scope of a goal (from objective matters
like budgetary restrictions to subjective factors like clinician judgement and patient preferences).

The next element of the model is the 〈Policy definition〉. A classic insight from AI planning research is
that interrelationships between goals, and between goals and the tasks that are carried out to achieve them,
are complex and can be difficult to manage. Hashmi et al. give the following example: “a goal in cholesterol
management may be to achieve a serum LDL less than 130 mg/dl within 3 months in a patient with high
risk for heart disease. The goal would have lower priority than maintaining liver function, thus allowing
selection of alternative medications if the initial choice of statins causes liver dysfunction”. In addition
we may need to take priority decisions on policy grounds (e.g. obligatory actions have priority over
recommended ones) and on safety grounds (e.g. Folinic acid should be given in advance of chemotherapy
to help ameliorate methotrexate-induced bone marrow suppression).

The final element of our proposal, the 〈Rationale〉, is included because of the need to formalise the
reasons for actions. If a system is to offer proper guidance, and be accountable to the user, then it should
be possible to review the justification for its recommendations. As remarked earlier, it is clearly not a
justification for a computer’s advice simply to say that “such and such a rule concluded that this should
be recommended”. In the example of the urgent referral of a woman with symptoms of breast cancer
the argument for referral is justified by the published policy of the UK National Health Service. In other
cases the rationale for a recommendation may be rather more complex, as when “the justification for
giving folinic acid is that this is part of the standard care pathway of a woman having chemotherapy
for breast cancer in order to pre-empt bone-marrow suppression that may occur as a result of therapy
and put the patient at risk”. Although this element of the model is not strictly needed for a process
management system to behave in a flexible, goal-directed fashion, accountability is likely to be critical to
the acceptance of decision support, workflow and other forms of computer support where safety or other
issues are significant.

12. From syntax to semantics

A generic structure for goals is of course only the first of two critical steps in developing a complete goal
model, we also need to characterise the operational properties of goals in controlling agent behaviour. This
is a mainstream problem inAI, as observed earlier, and has attracted much discussion in robotics, planning
and other fields. However, much of this work is ontologically highly simplified. For example goals are
often viewed as abstract propositions (ignoring internal structure and real-world meaning) and strictly
intentiontional goal states may not be distinguished from procedural properties like the post-conditions
of tasks (which can include side-effects of treatments which are unavoidable rather than intentional).
At the time of writing Winikoff et al’s proposals [21] seem the most attractive, being at least clear
about the declarative properties of goals: viz they must be known (explicit), consistent (not conflicting),
possible (achievable in the current state), and are persistent until their success conditions are met (the

https://www.researchgate.net/publication/2532662_Declarative_Procedural_Goals_in_Intelligent_Agent_Systems?el=1_x_8&enrichId=rgreq-993d9aa15160254bc1c3f2bfa32be84b&enrichSource=Y292ZXJQYWdlOzUxMzY4NDUyO0FTOjk5NzY1NDM4MTI0MDQ1QDE0MDA3OTczNDMwODg=
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goal is achieved). However, much remains to be done on goal semantics in light of greater structural and
ontological understanding. For now, therefore, we will restrict our remarks about semantics to a few basic
requirements that need to be satisfied.

It is widely assumed that goals are evoked or posted in response to events. While the evoking situation
is not part of the goal statement itself in our model it is certainly relevant to goal semantics. If a situation
that evoked a goal ceases to hold then, normally, the goal will be abandoned. Our notion of a situation
description appears to be consistent with the idea of clinical ”scenarios” which evoke stereotypical patient
management actions [27]. In the PROforma model this can be implemented using “state triggers” on tasks
(consisting of Boolean conditions on data, such as a patient record). Experience with this model suggests,
however, that the trigger concept can be usefully augmented with other control mechanisms. For example
all PROforma tasks can have “preconditions” which must be satisfied when a task is considered for
enactment, and the associated goal is to be posted. The precondition only applies at the moment of task
initiation however; if it ceases to be true during enactment the enactment of the task and persistence of
the goal are unaffected.

Safety is a topic that requires considerable study in the context of goals if we are to truly understand
clinical priorities and their proper management. In the software safety literature safety is often equated
with internal system reliability. Obviously there is more to safety than this as it is really concerned with
whether or not a situation is hazardous or an action has dangerous consequences in the external world.
Clinical goals are primarily concerned with such consequences [14,11]. In the traditional decision-making
literature this would be viewed in terms of negative utilities (e.g.Wellman and Doyle [20]) but, as discussed
earlier, collapsing all aspects of goals into a single measure of utility risks confounding many different
aspects of safety which need to be understood separately in prioritising goals and tasks.

Hammond et al. [15] identified nine distinct safety rules that have a direct bearing on the prioritisation
of goals and tasks, and shown how these principles can be captured in a logic program for designing
clinical protocols. The Hammond rules include the following:

• Schedule actions in time for best effect and least harm.
• Before executing tasks ensure that possible consequential hazards are prevented or ameliorated.
• Avoid actions likely to exacerbate dangers due to other planned actions.
• Avoid actions that might undermine the benefits of planned actions.

This approach opens up the possibility of designing software agents that can reason with respect to
general safety goals during the enactment of the care process [14].

At this point in our research the syntax and semantics of the goal model remain to be developed
formally. Our eventual aims are to define an operational semantics for interpreting goal expressions
within the specific context of the PROforma task representation. However, the goal structure should be
relatively independent of any particular notation for modelling medical or any other processes and, we
believe, success is likely to yield benefits in many other practical domains.

13. Summary

There are many reasons to want to make the goals of clinical processes and tasks explicit, as part of
service documentation and to make autonomous software more flexible and adaptable. It is widely agreed

https://www.researchgate.net/publication/15399020_Safety_and_decision_support_in_oncology?el=1_x_8&enrichId=rgreq-993d9aa15160254bc1c3f2bfa32be84b&enrichSource=Y292ZXJQYWdlOzUxMzY4NDUyO0FTOjk5NzY1NDM4MTI0MDQ1QDE0MDA3OTczNDMwODg=
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that developing a formal, machine interpretable, model of goals is a key AI problem and some initial
proposals have been made. The CREDO project is developing decision support and clinical workflow
in complex care pathways and protocols, and providing an opportunity to investigate the problem of
formalising clinical goals and intentions in detail. Starting with the CREDO service description we have
modelled the required service in terms of PROforma tasks and associated goal statements, and developed
ontological classifications for these. The analyses reveal some limitations of current proposals for the
representation of goals and suggests ways in which they may be extended.
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