Designing for Consumer Search Behaviour

Tony Russell-Rose  
UXLabs  
London  
UK  
+44 (0)7779 936191  
tgr@uxlabs.co.uk

Stephann Makri  
University College London Interaction Centre,  
University College London, Gower St.  
London, WC1E 6BT, UK  
+44 (0)20 7679 0696  
s.makri@ucl.ac.uk

ABSTRACT

In order to design better search experiences, we need to understand the complexities of human information-seeking behaviour. In this paper, we propose a model of information behavior based on the needs of users of consumer-oriented websites and search applications. The model consists of a set of search modes that that users employ to satisfy their information search and discovery goals. We present design suggestions for how each of these modes can be supported in existing interactive systems, focusing in particular on those that have been supported in interesting or novel ways.

Categories and Subject Descriptors
H.3.3 [Information Search and Retrieval]: Search process;  
H.3.5 [Online Information Services]: Web-based services

General Terms  
Human Factors.

Keywords  
Site search, information seeking, user behaviour, search modes, information discovery, user experience design.

1. INTRODUCTION

In order to design better search experiences, we need to understand the complexities of human information-seeking behaviour. To this end, numerous models have been proposed, at varying levels of abstraction (e.g. [1], [3], [8]). However, despite their evident value as analytical frameworks and their popularity among researchers (Bates’ Berrypicking model has been cited over 1,000 times, for example), few of these have significant traction within the user experience design community, and fewer still are adopted as part of the mainstream working practices of design practitioners.

In part, a lack of adoption may be simply a reflection of imperfect channels of communication between the research and design communities. However, it may also reflect a conceptual gap between research insights on the one hand and appropriate design interventions on the other.

In this paper, we present a model of information behavior derived directly from the activities of stakeholders involved in the development of commercial search applications [12]. This model represents a further iteration on an earlier model based on the needs of enterprise search users [11], extended to address the domain of site search, i.e. consumer-oriented websites and search applications.

The model consists of a set of ‘search modes’ that users employ to satisfy their information search and discovery goals. It extends the IR concept of information-seeking to embrace a broader notion of discovery-oriented problem solving, addressing a wider range of information interaction and information use behaviours. The overall structure reflects Marchionini’s framework [8], consisting of three lower-level ‘lookup’ modes (locate, verify, monitor), three ‘learn’ modes (compare, comprehend, explore) and three higher-level ‘investigate’ modes (analyze, evaluate, synthesize).

We discuss these modes and present suggestions for how they can be supported in the design of consumer-oriented search and discovery applications. We also reflect on the general utility of such models and frameworks, and explore briefly the qualities that might facilitate their increased adoption by the design community.

2. CONSUMER SEARCH BEHAVIOUR

The model investigated in this paper consists of a set of common patterns of behaviour which we refer to as search modes. In what follows, we define each of these modes and identify relationships with existing models of information seeking behaviour:

1. Locate: To find a specific (possibly known) item. This mode encapsulates the stereotypical ‘findability’ task that is so commonly associated with site search, consistent with (but a superset of) Spencer’s [13] known item search mode.

2. Verify: To confirm that an item meets some specific, objective criterion. Often found in combination with Locate, this mode is concerned with validating the accuracy of some data item, comparable to that proposed by Ellis et al. [4].

3. Monitor: Maintain awareness of the status of an item for purposes of management or control. This activity focuses on the state of asynchronous responsiveness and is consistent with that of Bates [1], O’Day and Jeffries [10], Ellis [3], and Lamantia [6].

4. Compare: To identify similarities & differences within a set of items. This mode has not featured prominently in previous models (with the possible exception of Marchionini’s), but was found to be a significant element within enterprise search [11]. It is also a common feature on many e-commerce sites.

5. Comprehend: To generate independent insight by interpreting patterns within a data set. Like compare, this mode was found to be a key element of the enterprise search scenarios, and also features in the models of Cool & Belkin [2] and Marchionini [8].

6. Explore: To investigate an item or data set for the purpose of knowledge discovery. In some ways the boundaries of this mode are less prescribed than the others, but what the instances share is the characteristic of open ended, opportunistic search and

7. Analyze: To examine an item or data set to identify patterns & relationships. This mode features less prominently in previous models, appearing as a sub-component of the processing stage in Meho & Tibbo’s [9] model, and overlapping somewhat with Cool & Belkin’s [2] organize. This definition is also consistent with that of Makri et al. [7], who defined analysing as “examining in detail the elements or structure of the content found during information-seeking” (p. 630).

8. Evaluate: To use judgement to determine the value of an item with respect to a specific goal. This mode is similar in spirit to verify, in that it is concerned with validation of the data. However, while verify focuses on simple, objective fact checking, our conception of evaluate involves more subjective, knowledge-based judgement, similar to that proposed by Cool & Belkin [2].

9. Synthesize: To create a novel or composite artefact from diverse inputs. This mode also appears as a sub-component of the processing stage in Meho & Tibbo’s [9] model, and involves elements of Cool & Belkin’s [2] create and use. Of all the modes, this one is the most commonly associated with information use in its broadest sense (as opposed to information seeking).

3. DESIGN IMPLICATIONS

Each of the modes describes a type of interactive behavior may need to be supported by a particular information system. For example, an online retail site should support locating and comparing specific products, and ideally also comprehending differences and evaluating tradeoffs between them. Likewise, an enterprise application for electronic component selection should support monitoring and verifying the suitability of particular parts, and ideally also analyzing and comprehending any relevant patterns and trends in their lifecycle. By understanding the anticipated search modes for a given system, we can optimize the design to support specific user behaviors. In the following section we consider examples of particular search modes and explore some of their design implications.

3.1 Locate

This mode encapsulates the stereotypical ‘findability’ task that is so commonly associated with site search. But support for this mode can go far beyond simple keyword entry. For example, by allowing the user to choose from a list of candidates, autocomplete transforms the query formulation problem from one of recall into one of recognition (Figure 1).

Figure 1: Auto-complete supports Locating

Likewise, Amazon’s partial match strategy deals with potentially failed queries by identifying the keyword permutations that are likely to produce useful results. Moreover, by rendering the non-matching keywords in strikethrough text, it facilitates a more informed approach to query reformulation (Figure 2).

Figure 2: Partial matches support Locating

3.2 Verify

In this mode, the user is inspecting a particular item and wishing to confirm that it meets some specific criterion. Google’s image results page provides a good example of this (see Figure 3).

Figure 3: Search result previews support verification

On mouseover, the image is zoomed in to show a magnified version along with key metadata, such as filename, image size, caption, and source. This allows the user to verify the suitability of a specific result in the context of its alternatives. Likewise, there may be cases where the user needs to verify a particular query rather than a particular result. In providing real-time feedback after every key press, Google Instant supports verification by previewing the results that will be returned for a given query (Figure 4). If the results seem unexpected, the user can check the query for errors or try alternative spellings or keyword combinations.

Figure 4: Instant results supports verification of queries

3.3 Compare

The Compare mode is fundamental to online retail, where users need to identify the best option from the choices available. A common technique is to provide a custom view in which details of each item are shown in separate columns, enabling rapid comparison of product attributes. Best Buy, for example, supports...
comparison (and analysis) by organising the attributes into logical groups and automatically highlighting the differences (Figure 5).

![Figure 5: Separate views support product comparison](image)

But comparison is not restricted to qualitative attributes. In financial services, for example, it is vital to compare stock performance and other financial instruments with industry benchmarks. Google Finance supports the comparison of securities through a common charting component (Figure 6).

![Figure 6: Common charts allow comparison of quantitative data](image)

3.4 Explore

A key principle in exploring is differentiating between where you are going and where you have already been. In fact, this distinction is so important that it has been woven into the fabric of the web itself; with unexplored hyperlinks rendered in blue by default, and visited hyperlinks shown in magenta. Amazon takes this principle a step further, through components such as a ‘Recent Searches’ panel showing the previous queries issued in the current session, and a ‘Recent History’ panel showing the items recently viewed (Figure 7).

![Figure 7: Recent history supports exploration](image)

Another simple technique for encouraging exploration is through the use of “see also” panels. Online retailers commonly use these to promote related products such as accessories and other items to complement an intended purchase. An example of this can be seen at Food Network, in which featured videos and products are shown alongside the primary search results (Figure 8).

![Figure 8: ‘See Also’ panels support exploration](image)

3.5 Analyze

In modes such as exploring, the user’s primary concern is in understanding the overall information space and identifying areas to analyze in further detail. Analysis, in this sense, goes hand in hand with exploring, as together they present complementary modes that allow search to progress beyond the traditional confines of information retrieval or “findability”.

A further technique for supporting exploration is through the use of auto-suggest. While auto-complete helps users get an idea out of their heads and into the search box, auto-suggest throws new ideas into the mix. In this respect, it helps users explore by formulating more useful queries than they might otherwise have thought of on their own. Home Depot, for example, provides a particularly extensive auto-suggest function consisting of product categories, buying guides, project guides and more, encouraging the discovery of new product ideas and content (Figure 9).

![Figure 9: Auto-suggest supports exploratory search](image)

In the above example the analysis focuses on qualitative information derived from predominantly textual sources. Other
applications focus on quantitative data in the form of aggregate patterns across collections of records. NewsSift, for example, provided a set of data visualizations which allowed the user to analyze results for a given news topic at the aggregate level, gaining an insight that could not be obtained from examining individual records alone (Figure 11).

Figure 11: Visualizations support analysis of quantitative information

4. DISCUSSION
The design examples above represent illustrations of individual modes, showing various ways in which they can be supported. However, a key feature of the model is its emphasis on the combinatorial nature of modes and the patterns of co-occurrence this reveals [12]. In this respect, its true value (and arguably the real design challenge) is in translating these patterns into meaningful user journeys through the task and information space.

The process of mapping from modes to design interventions also reveals further observations on the utility of information models in general. For example, for any given model, the degree of adoption by the design community may reflect the size of the conceptual gap between research insights and the design interventions needed to support them. It is likely that the most immediately valuable models will need to strike a balance between flexibility (the ability to address a variety of domains and problems), generative power (the ability to express complex patterns of behaviour) and an appropriate level of abstraction (such that design insights are readily available; or may be inferred with minimal speculation).

5. CONCLUSIONS
By illustrating ways in which modes can be supported in specific search applications, we have made a practical contribution that helps bridge the gap between investigating search behaviour and designing applications to support such behaviour. We believe that an important way to increase adoption of any given model is through the use of practical examples. These examples serve to illustrate the boundaries and scope of the behaviours encompassed by the model and minimise the creative ‘leap’ required by practitioners in applying a model to design. An on-going challenge is to identify new information behaviours as the landscape of interactive systems evolves and to identify novel ways that such behaviours can be supported through design.

6. REFERENCES