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Abstract: A common approach to the recognition of text (handwritten or machine-
printed) is to generate a set of candidate words for each unknown word in the input. The
resulting sequence of word candidate sets may then be further disambiguated by applying
contextual knowledge in the form of a language model. This paper describes language
models derived from large text corpora and demonstrates the performance improvements
obtained. In addition, it describes an experiment in which word candidate sets were
presented to human subjects for manual disambiguation. The error rates so produced
provide an independent, quantitative measure of the difficulty of this task. Moreover, a
second trial in which the subjects were provided with domain information produced
significantly reduced error rates. This result suggests that the effective use of topic area
information can make a valuable contribution to the text recognition process.

1. Introduction

There is much evidence to suggest that there is more to the process of reading than
just the recognition of individual characters. Studies from as long ago as the 19th century
(e.g. Cattell, [1885]) have shown that characters are more easily recognised when they form
part of a word than when they do not. Studies of eye movement during the reading process
show that typically only 68% of the words may be fixated during normal reading,
suggesting that higher level knowledge must contribute to the processing of the remaining
32% [Just and Carpenter, 1987]. Furthermore, over 80% of the content words may be
fixated, compared to only 40% of the function words. For this distinction to take place
higher-level knowledge must be affecting the reading process. By analogy, therefore,
computerised text recognition systems could be improved by exploiting similar information.
Indeed, it is argued that the conspicuous gap between the reading performance of people
and that of machines may reflect the fact that few computerised recognition systems utilise
the many knowledge sources or recognition strategies of the human reader [Hull, 1987],
[Evett et al, 1993].

The typical output from a contemporary handwriting recogniser usually consists of a
word-hypothesis recognition lattice, whereby each word in the input is represented by a
number of candidate words proposed by the recogniser. Indeed, this type of output is also
typical of many speech recognition systems, so the techniques described in this paper are
applicable to both types of system. Evidently, different recognisers will produce different
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kinds of word hypotheses but in either case further processing is required to disambiguate
the lattices. For example, consider the sentence "this is a new savings account which you
can open with one pound" written as input to a handwriting recognition system. This could
produce the output shown in Figure 1 (in which the alternative candidates are shown in
separate columns). The problem addressed by the present paper is to select from the
candidates those words that are most likely to be correct.

this is a hen savings gallant which you can oxen with one round
tail      new         account       boy car open pick ore pound
tall      see         accept        nos oar oven lick due found
trio                                    our           bra hound

Figure 1: Typical Output from a Handwriting Recognition System

A number of corpus-based techniques have so far been developed, and their
performance is encouraging, with progressive improvements being made as the techniques
become more sophisticated. However, these improvements cannot go on indefinitely.
Theoretically it may be possible to achieve 100% correct word recognition, but in practice a
more realistic goal would be (for example) to achieve a level of performance comparable to
that of a fluent human reader. Therefore, it is of interest to discover by just how much the
current contextual analysis techniques must be improved before they approach human levels
of performance.

2. Contextual Analysis Techniques

The techniques described below use different types of information derived from text
corpora. The most basic is a simple word-frequency distribution, which can be used to rank
the candidates in the output from the recogniser.  For example, in Figure 1 the word "open"
may be favoured over "oxen" and "oven" due to its higher frequency. Alternatively, it is
possible to extract co-occurrence (or bigram) information from corpora, which describes
how likely words are to occur in the context of certain other words. For example, in Figure
1 the word "account" may be favoured over "gallant" and "accept" since it is more likely
than the others to co-occur with "savings". Such predisposed combinations are called co-
occurrence relations or collocations, and account for a large proportion of English word
combinations [Smadja, 1989]. Furthermore, such collocations may be modified to encode
word-order information using a metric known as the association ratio.

Due to constraints on the availability of hardware it is not always possible to obtain
genuine handwritten data. As large data samples are required, programs have been written
to facilitate this process by simulating recogniser output for any given input sentence. This
simulator program was designed to give output similar to the genuine recogniser, by
working on the same database of characters, probabilities and dependencies. For these
investigations the input to the simulator program consisted of twenty passages of text each
of 500 words or more. The complete test data sample therefore consisted of over 10,000
words of recognition data (i.e. 10,000 word positions with alternative candidates as in the
above example).
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2.1 Word Frequency: A word-frequency distribution was derived from a balanced 5
million-word subset of the Longman Corpus [Summers, 1991]. For each word position in
the data, the candidates were assigned scores equal to their corpus frequency. Table 1 shows
the percentage of correct words identified by this technique, along with the percentage of
times it selected an incorrect word or was unable to discriminate (resulting in a "tie").

Correct (%) Tied (%) Incorrect (%)
81.52 0.13 18.35

Table 1: Effect of Word Frequency Information

2.2 Collocations: There are a number of methods by which collocations may be acquired
from text corpora. Lancashire [1987] describes a simple statistical procedure known as the
z-score, which puts an arbitrary value on the strength of association between a given lemma
(word-type) and each of its collocates. This procedure was applied to the 5 million-word
corpus. Lemmatised (rather than inflected) word forms were taken as the basic unit, and
function words were excluded from processing due to their imprecise distributional
behaviour. Since the statistical behaviour becomes unstable when sample sizes are very
small, lemmas with corpus frequencies less than or equal to three were ignored. For each
word position in the test data, the candidates were analysed by searching their
neighbourhoods (up to a distance of four words either side) to find any of the known
collocates. This "window size" of four words reflects both the results of empirical
investigation [Rose, 1993] and the findings of other researchers (e.g. Jones and Sinclair,
[1974]). Each candidate is assigned a score according to the number of collocates found and
their respective strength (Table 2).

Correct (%) Tied (%) Incorrect (%)
62.70 22.09 15.21

Table 2: Effect of Collocation Information

There are three reasons for the greater number of ties. Firstly, there is always a large
number of word-types in any corpus whose frequency is below the threshold for statistical
stability. Secondly, there is a further group of word-types whose distributional behaviour is
insufficiently distinct to produce any significant collocates. Thirdly, there is often no match
between the known collocates and the neighbourhood in the test data.

2.3 Association Ratios: Another measure of co-occurrence is the association ratio [Church
& Hanks, 1989], which compares the probability of observing two words together (their
joint probability) with the probability of observing them independently (by chance). An
important difference between this method and the z-score method is that the association
ratio is non-symmetric, i.e. it encodes linear precedence. Consequently, this metric may be
used to exploit word-order constraints within handwriting recognition data. The association
ratio algorithm was applied to the 5 million-word corpus. For each word position in the
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data, the neighbourhoods were searched in a forward (i.e. left-to-right) direction only, thus
exploiting the word-order constraint. The results are show in Table 3.

Correct (%) Tied (%) Incorrect (%)
42.37 51.75 5.88

Table 3: Effect of Association Ratio Information

3. Human Performance

There is no computational algorithm to date that can compete with the reading ability
of the human information processing system. Human readers routinely combine information
from a variety of sources (e.g. lexis, syntax, semantics, discourse, pragmatics, etc.) to
produce a plausible interpretation of a given input. However, the word lattice data used
above is hardly unconstrained text. Since the window is only four words either side of a
given word, any syntactic information available is limited, and the semantic context is
similarly restricted. Furthermore, since each window is processed independently, there is no
information retained from one window to the next (apart from the individual word scores
which are accumulated as the window moves through the text), so discourse information is
minimal. An interesting experiment is therefore to present such data to human readers and
ask them to perform the same task that the contextual analysis techniques are expected to
perform - i.e. to identify the correct words from the alternative candidates within a series of
independent windows. Once the levels of human performance have been measured, the
prospects for the current techniques may be more accurately assessed.

Ten of the twenty passages were randomly selected from the data set used above and
merged into a single file. This data was then randomised in such a way that each window
was separated from its context and placed elsewhere within the file. In addition, the order of
candidates in each word position was randomised, so that no order effects from the
recogniser (or simulator) were present. Sections from this file were then presented to thirty
human subjects (three for each section). They were asked to identify the correct candidates
in each word position by underlining the choice that they thought was correct. The subjects
were all native speakers of English, aged between 20 and 43 years, and were university
educated. The results (Table 4) can be directly compared with those shown above.

Correct (%) Tied (%) Incorrect (%)
76.64 16.72 6.64

Table 4: Human Performance on Word Lattice Disambiguation

It is interesting to note that the data used in the above experiment was based on 10
separate passages of text; i.e. 10 different domains, all merged together. Consequently, it
was not possible for the subjects to use domain information in their decisions, since this was
randomised through the data set. However, there is much evidence to suggest that people
use domain information during the normal reading process (e.g. Schwarz & Flammer,
[1981]) so it is of interest to measure the extent to which this occurs. Therefore, a second

-4-



experiment was set up, in which the positions of individual windows and candidates were
randomised as before, but this time the randomisation was performed within each separate
passage, rather than across all passages. Moreover, the subjects could now be informed of
the correct domain before beginning the experiment, and they could then apply this
information as an aid to the disambiguation process. The results for this second trial are
shown in Table 5.

Correct (%) Tied (%) Incorrect (%)
88.72 8.11 3.17

Table 5: Human Performance using Domain Information

4. Discussion

Table 6 shows the overall pattern of results for the ten passages. The performance
level that could be expected for this data given a random choice of candidates is 27.60%
correct, 72.40% incorrect. Clearly, the use of these techniques all represent a significant
improvement on this baseline. Word frequency alone gives a high percentage correct, but
also a high error rate. Collocations and association ratios give progressive improvements on
error rates, but many more ties. However, these can be resolved by applying other
independent sources of information such as syntax and dictionary definitions (e.g. [Keenan,
1992], [Rose & Evett, 1993a]). Moreover, unlike unigram data, the bigram methods
provide the context that is necessary to help resolve any misrecognitions produced by the
pattern recogniser. The reduction in error rate for the association ratios over the z-score
collocations suggests that linear precedence plays an important part in the way that words
combine.

Correct (%) Tied (%) Incorrect (%)
Human + Domain 88.72 8.11 3.17
Human 76.64 16.72 6.64
Association Ratios 43.25 51.15 5.60
Collocations 62.56 23.51 13.93
Word Freq. 82.32 0.01 17.67
Random 27.60 0.00 72.40

Table 6: Comparison of each Technique

The use of domain information has improved human performance considerably, since
the error rate and number of ties were both reduced by approximately one half.
Consequently, if contextual analysis techniques could be devised to exploit domain
information, significant performance gains should be possible. Attempts have already been
made to address this issue, with limited success (e.g. Rose & Evett [1993b]). Work is
currently underway to improve these methods.
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It is possible that there may be some algorithm that performs within the constraints of
the word lattice representation and yet outperforms the human subjects. However, it is hard
to conceive of such an algorithm without referring to syntax, semantics, discourse, etc. - all
of which are limited by the fixed window. Further improvements may be possible, but to
proceed beyond a certain limit it seems necessary to use more sophisticated representations,
such as a larger window and a formalism for representing other constraints such as
discourse and pragmatics. However, the current limited techniques show good performance
compared to the human subjects.
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