
Semantic Analysis for Large Vocabulary Cursive Script Recognition 

T.G Rose L.J Evett 
Department of Computing 

Nottingham Trent University 
Nottingham NG1 4BU, England 

Abstract 
The performance of cursive script  recognition sys- 

t e m s  m a y  be improved by applying higher level knowl- 
edge i n  the form of syntax or semantics .  A funda- 
mental  part of such an approach i s  the creation of a 
lexical database containing the relevant information.  
However, io create a semant ic  lexicon by hand for a 
large vocabulary i s  a considerable task - which i s  a 
major  reason why so m a n y  semant ic  theories fai l  t o  
‘(scale up” from the small ,  artificial domains in  which 
they were developed. A n  alternative approach is  t o  
use existing sources of semant ic  information,  such as  
machine-readable dictionaries (which contain defini- 
t ions and domain information)  and text corpora f r o m  

rived). This paper describes the development of tech- 
niques for acquirang semant ic  knowledge from such 
resources and applying i t  t o  large vocabulary cursive 
script recognition. 

1 Introduction 
The most successful cursive script recognition sys- 

tem to date is that of the human information process- 
ing system. Its principal strengths lie in the ability 
to make selective use of visual cues and utilise an un- 
derstanding of the text to compensate for any degra- 
dation or ambiguity within the visual stimulus. Word 
images occur within a meaningful context, and human 
readers are able to exploit the syntactic and semantic 
constraints of the textual material [4]. Analogously, 
computerised script recognition systems can be en- 
hanced by using such higher level knowledge. More- 
over, there is much evidence to  suggest that character 
recognition techniques alone are insufficient to unam- 
biguously identify each word in cursive script [2]. 

The system to which the current investigation has 
been applied operates in the following way: input is 
written on a data pad using an electronic pen, and 
data is captured dynamically in the form of x-y co- 
ordinates. The co-ordinates are translated into a set of 
vector codes that are then matched against a database 
of codes to produce candidate characters for the recog- 
nised input. These characters are then combined to  
produce candidate letter strings, which are checked 
against a list of acceptable words (as many as 71,000), 
and those strings not on the list are rejected from 
further processing. The remaining strings are then 
combined to produce possible phrases, from which the 
correct words must be selected. 

which collocations and domain information m a y  d e de- 

For example, consider the phrase ya new style 
of savings account” written as input to the system. 
This could produce the output shown in Figure 1 (in 
which the alternative candidates are shown in sepa- 
rate columns). The problem addressed by the present 
paper is to use higher level knowledge to identify the 
correct words from the alternative candidates. 

a new style of savings accept 
e hen stole or swings account 
o see stale on sowings gallant 

Figure 1: Typical output from a script recogn. system 

Ideally, this higher-level knowledge would be rep- 
resented by a lexicon containing semantic knowledge 
for each lexical item. However, to  create a semantic 
lexicon “from scratch” for a large vocabulary is a con- 
siderable task - which is a major reason why so many 
theoretical approaches to natural language semantics 
have failed to “scale up” from the small, artificial do- 
mains in which they were developed. 

An alternative approach is to exploit existing 
sources of information. For example, machine- 
readable versions of many popular dictionaries are now 
available, and the definitions contained therein pro- 
vide semantic information for a large vocabulary of 
words. Similarly, large bodies of text (known as text 
corpora) can be used to provide empirical information 
concerning word usage across a range of subject areas. 
A further source of information, known as domain cod- 
ing, can be acquired from either a machine-readable 
dictionary or generated as a further product of cor- 
pus analysis. This paper describes the acquisition of 
such information and its contribution to cursive script 
recognition systems. 

2 Dictionary definitions 
A technique has been developed that can detect 

semantic relations between words by comparing their 
dictionary definitions [9]. This is based on the work 
of Lesk (61. The technique proceeds by accessing the 
definition of each candidate word, and counting the 
“overlap” (i.e. the number of words in common) with 
the definitions of each of its neighbours. Once a com- 
plete sentence has been processed in this manner, the 

0-8186-4960-71 93 $3.00 0 1993 IEEE 
236 



candidates with the highest “overlap” in each position 
are deemed to be the correct words. 

2.1 Applying dictionary definitions 
Three machine-readable dictionaries were used as 

separate sources of definitions: (a) The Collins En- 
glish Dictionary (CED), (b Lon man’s Dictionary of 
Contemporary English (Ll!OCET, and (c) The Ox- 
ford Advanced Learner’s Dictionary of Current En- 
glish (OALD . Test data consisted of fifteen docu- 
ments each o 500 words, with alternative word candi- 
dates in each position as in the above example. These 
test documents represented text from 5 domains (3 
from each). 

The performance of the technique was assessed by 
measuring the percentage of times it identified the cor- 
rect word from the alternative candidates. However, 
since this data concerns only word positions in which 
there were two or more “competing” content words, 
it does not directly reflect the overall (system) recog- 
nition rate. Table 1 shows the average percentage of 
correct words identified by each dictionary, for each 
domain, and the standard deviation between domains. 

I I I 

Social Science I 6’1.6 I 6 l . l  I 64.1 
World Aff airs I 66.5 I (1.7 I 71.1 

I I 1 

Average 
Std. Uev. I 4.21 I 5.51 I 4.44 

Table 1: Percentage correct for each dictionary 

Evidently, the LDOCE outperforms the CED and 
the OALD. The reasons for this could be related to 
the manner in which dictionary definitions are con- 
structed. It is claimed that the entries within LDOCE 
are defined using a controlled vocabulary of about 
2,000 words, and that the entries have a simple and 
regular syntax [l]. This has the effect of lowering the 
“entropy” of the definitions, since it reduces the ran- 
domness with which their constituent words are cho- 
sen. The reduction in the “noise)’ within definitions 
could mean that where semantic relations are present, 
the definitional overlap technique is more likely to de- 
tect them. 

Performance across domains is highly variable. The 
CED is the most consistent, as evidenced by its lower 
standard deviation. However, since a prospective 
application area for script recognition technology is 
within a business environment, the result for the Com- 
merce domain is particularly relevant. Again, the 
LDOCE is superior; suggesting that this dictionary 
would be the preferred choice for cursive script recog- 
nition applications. 

3 Collocations 
There are certain classes of English word combi- 

nations that cannot be explained purely by existing 
syntactic or semantic theories. For example, consider 
the use of “strong” and “powerful” in the following 
phrases: 

“to drink strong tea” 
”to drive a powerful CQT” 

Both fulfil the same syntactic role, and both make a 
similar semantic modification to the subject. How- 
ever, to interchange them powerful tea” & “strong 

most English speakers. These predisposed combina- 
tions are called CO-occurrence relations or collocations, 
and account for a large proportion of English word 
combinations [lo]. 

An algorithm was developed to analyse any given 
text corpus and transform the distributional patterns 
of the constituent words into a set of collocations. This 
algorithm was based on the work of Lancashire [5], al- 
though modifications were made to  reformat the out- 
put as a sorted, lemmatised, dictionary-like structure. 
This information could now be used to measure the 
plausibility of individual collocations in data such as 
that used above, and thereby identify the correct word 
candidates. 

The collocation analysis technique proceeds by 
comparing the “neighbourhoods” of each content word 
candidate (up to a distance of four words) with their 
likely collocates (as defined by the results of corpus 

. Each candidate is assigned a score accord- 
ing analysisl! to t e overlap between its neighbourhood and its 
list of likely collocates. Once a complete sentence has 
been processed in this manner, the candidates with 
the highest scores in each position are deemed to be 
the correct words. The “window size” of four words 
reflects both the results of empirical investi ation [7] 
and the findings of other researchers (e.g. [3a. 
3.1 Applying collocations 

Two types of collocation were investigated: (a) gen- 
eral, and (b) domain-specific. Consequently, it  was 
necessary to create a number of “collocation dictiG 
naries”. The first of these was the General Collocation 
Dictionary (GCD), which was derived from 5 million 
words of text, taken from all subject areas within the 
Longman Corpus [ l l ] .  The remainder were domain- 
specific collocation dictionaries, derived from 500,000- 
word domain-specific corpora. The test data remained 
as above. 

Table 2 shows the percentage of correct words iden- 
tified by each collocation dictionary for each test doc- 
ument. As before, since this data only concerns word 
positions in which there were two or more “compet- 
ing” candidates, it does not directly reflect the overall 
(system) recognition rate. The average performances 
of the general and the domain-specific collocation dic- 
tionaries are extremely close, with the domain-specific 
being slightly superior (by 2%). However, for 3 of the 
5 domains, the general collocations are more effective. 
This is somewhat surprising, since it would be rea- 
sonable to assume that domain-specific corpora would 

car”) would undoubtedly 6“ e judged anomalous by 
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contain the most appropriate collocations for domain- 
specific documents. 

World Affairs 
Average 

Std. Dev. 

77.3 87.7 
(4.,[ (6.7 
3.’(’[ 1.28 

Table 2: Percentage correct for each collocn. dictionary 

Explanations for this inevitably concern (a) the 
content of the textual material used as data, and 
(b) the content of the collocation dictionaries. Evi- 
dently, any given document will consist of a variety 
of language structures, some of which will be general 
(i.e. not exclusively associated with a particular do- 
main) and some domain-specific (i.e. with restrictions 
on word senses, etc.). This ratio of general to specific 
material will vary between documents and domains, 
such that a high proportion of general material may 
render the use of domain-specific collocations less ap- 
propriate, and vice-versa. 

Secondly, the domain-specific dictionaries were de- 
rived from smaller corpora than the GCD and there- 
fore contained fewer entries: 5,545 (on average) com- 
pared to 12,475 in the GCD. In particular, although 
the domain-specific corpora were all roughly the same 
size, due to variations in the type:token ratio the re- 
sultant collocation dictionaries varied greatly: from 
3,960 entries to 7,748 entries. Furthermore, this vari- 
ation in size very closely matches their performance: 
those larger than average tend to do better than the 
GCD, and those smaller tend to  do worse. The varia- 
tion in performance is further reflected by the higher 
standard deviation of the domain-specific collocations. 

Evidently, it would seem that the number of en- 
tries is an important consideration in the creation of 
any collocation dictionary. The analysis of a single 
domain may be fruitful only if the size and type:token 
ratio of the domain corpus are such that collocates for 
a sufficiently wide variety of types can be acquired. 
A more reliable approach is to analyse as large and 
varied a corpus as possible to maximise the coverage 
of the resultant dictionary. Additionally, good cov- 
erage is required to process all the alternative candi- 
dates produced by the lexical analyser. However, it  
must also be appreciated that for real-time applica- 
tions such as dynamic script recognition, overheads 
related to processing and storage should be minimised 
wherever possible. Consequently, if the application is 
restricted to a single domain, then a domain-specific 
collocation dictionary may represent the best compro- 
mise between performance and efficiency. 

4 Domain codes 
Domain codes are essentially labels that may be 

associated with words to describe the domain or sub- 
ject area with which they are usually associated. The 
codes themselves can be derived as a simple series of 
subject areas, or as a hierarchy whereby more specific 
domain codes could imply inheritance of a more gen- 
eral subject area. Using them as an aid to script recog- 
nition involves firstly determining the subject area of 
the input text, and then applying the codes to favour 
those word candidates whose senses are appropriate to 
that domain. 

A system of domain codes can be either created 
from scratch, or obtained from a machine-readable 
dictionary (e.g. LDOCE). The first method is imprac- 
tical due to the sheer size of the task; the second is 
derivative and produces a domain coding system that 
may not necessarily be the most suitable for a par- 
ticular application. A third method, based on corpus 
analysis, has been developed that does not suffer from 
either of the above drawbacks. This method proceeds 
on a domain-by-domain (i.e. corpus-by-corpus) basis 
according to the following algorithm: 

(1). Start with the raw domain corpus and reduce it 
to its uninflected root forms (or “types”) 
(2) Obtain a type-frequency distribution for this cor- 
PUS; 
(3)  Obtain a corresponding type-frequency distribu- 
tion from an undifferentiated (general) corpus; 
(4) Normalise these frequency distributions so that 
each type’s frequency is expressed as a proportion of 
the total number of words within that corpus; 
5 )  Calculate the comparative frequency of each type 
i.e. its “distinctiveness” 1 6) Select those words w ich have a distinctiveness of 

3.0 or above, i.e. their frequency is at least three times 
greater in the domain corpus than in the general cor- 
pus (this threshold has been selected arbitrarily and 
needs to be investigated empirically); 
(7) Normalise these comparative frequencies by ex- 
pressing them as natural logarithms. The resultant 
file now contains those words distinctive to the do- 
main, and a measure of their distinctiveness within 
that domain; 
(8) Repeat steps (1)-(7) for all domains for which cor- 
pora are available. 
(9) Merge the domain codes from each domain into 
a single file. This file now contains that section of 
the lexicon that displays specialised domain-based be- 
haviour, and identifies the domains with which each 
word is associated, with a measure of the strength of 
that association. 

The domain code lexicon can never be exhaustive: 
their coverage can only be as complete as the corpora 
from which they are derived. However, the codes pro- 
duced by this technique have a distinct advantage over 
those of LDOCE: they are quantitative rather than 
qualitaiive. Instead of just labelling words with a code 
to say whether they belong to a given domain or not 
(such distinctions are not always clear-cut), they also 
provide a measure of the strength of this association. 

k 



4.1 Applying domain codes 
A set of domain codes was derived from LDOCE, 

and a further set from a number of domain-based cor- 
pora according to the above algorithm. These were 
used in conjunction with (general) collocations, since 
domain code information is generally too sparse to be 
usable in isolation. Test data consisted of the five doc- 
uments for which collocations had been least effective 
(as these left the most “room for improvement”). Ta- 
ble 3 shows the percentage correct obtained using (a) 
just collocations, (b) collocations plus corpus-based 
codes, and (c) collocations plus LDOCE codes. 

Finance 
Average 

Std. Dev. 

I I CoIIocns I +Corms I + L D W X  1 

73.2 (3.2 73.2 
69.8 71.2 70.3 
2.52 3.40 3.50 

. -  .~ .~~~ ~ 

Engineering I 70.3 I (5.2 I 70.3 
Maths I 70.5 I 68.8 I ‘(4.1 

I . .  .~ ~~ .~ 

Sociology I 64.1 I 65.8 I 64.1 
Historv I ‘70.8 I 72.9 I 70.8 

Table 3: Percentage correct for each combination 

Domain codes have been shown to be effective for 
topic identification [7]. Consequently, if the domain of 
a document is known, it is reasonable to assume that 
they could contribute to recognition. However, their 
average contribution using the above data is minimal. 
Since the corpus-based codes cover only ten broad sub- 
ject areas, they may be simply not distinctive enough 
to identify the correct word. Conversely, the LDOCE, 
with its elaborate coding system of 120 major sub- 
ject areas may be too fine, as the multitude of eate- 
gories creates confusion rather than effective discrim- 
ination. It may transpire that an alternative coding 
system (possibly using an intermediate level of repre- 
sentation) may be optimal for script recognition data. 

5 Summary 
A number of techniques have been developed that 

use existing sources of semantic information to im- 
prove the performance of script recognition systems. 
When presented with multiple word candidates, the 
best of the machine-readable dictionaries identified the 
correct word in 69.8% of cases (on average). General 
collocations extracted from a 5 million-word corpus 
identified the correct word in 74.7% of cases. The use 
of domain-specific collocations increased this figure to 
76.7%. A further small improvement may be obtained 
by using domain information. 

The performance level that could be expected from 
a random choice of candidates is 30.4% correct for this 
data. Clearly, the use of dictionary definitions and 
collocations in particular represents a significant im- 
provement on this baseline. However, there are ways 
in which performance could be improved. For ex- 
ample, there are further constraints on the way that 
words collocate with each other that have yet t.0 be 
exploited; such as word order information, inflectional 

constraints and distance dependency. Similarly, the 
algorithm by which domain codes are generated con- 
tains a number of parameters, all of which require em- 
pirical investigation. Part of this investigation will in- 
volve the development of alternative coding systems, 
based on varying levels of domain-specificity. 

The techniques described in this paper employ a 
large vocabulary and can be run in real-time for on- 
line cursive script recognition. They can also be run 
off-line, and used for other recognition applications: 
when applied to output from an OCR system, colloca- 
tion analysis (using the general collocation dictionary) 

roduced a performance of approximately 82% correct P 81. It is envisaged that the acquisition of more sophis- 
ticated collocations and domain information will form 
the basis of further studies. 
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